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Protein Data Databank (PDB)
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Protein structure prediction and design

Demis John M.
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“for computational "for protein structure prediction”
protein design”
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(Generative Medehne Discovery?
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What is Discovery?

black-box function (reward) \

argmax f(x)
x € ()

\» valid design space (e.g., drugs, materials)

(or action space)
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What is Discovery?

black-box function (reward) \
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What is Discovery?

black-box function (reward) \

10%° drug discovery a;gén SCE /(@)

2

2

10°° material design \
valid design space (e.g., drugs, materials)

unknown or hard to represent and search .
(or action space)
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What is Discovery?

black-box function (reward) \

10%° drug discovery a;gén SCE /(@)

2

2

10°° material design \
valid design space (e.g., drugs, materials)

unknown or hard to represent and search .
(or action space)

-—P (Generative Discovery
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Generative Discovery Paradigm

Data D = {z;};,
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Generative Discovery Paradigm

Data D = {z;};,
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Generative Discovery Paradigm

valid design space {2 (e.g., protein structures)

Data D = {z;};,
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Generative Discovery Paradigm

valid design space § ‘ generable set of pre-trained gen. model Qpre

Data D = {z;};,

!

Pre-trained generative model 7T
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The Dream: Discovery via Generative Optimization

valid design space § ‘ generable set of pre-trained gen. model Qpre

Data D = {z;};,

!

Pre-trained generative model 7T

Discovery problem

argmax f(x)
r € (2
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The Dream: Discovery via Generative Optimization

valid design space § ‘ generable set of pre-trained gen. model Qpre

Discovery!
f Data D = {z;};,

!

Pre-trained generative model 7T

!

Adapt T to optimize [

Discovery problem

argmax f(x)
r € (2
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Generative Modeling

Learn generative prior from data
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Generative Modeling

Learn generative prior from data

l

Current Status

Generative model in-distribution reward-adaptation to improve average behavior
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Generative Modeling

Learn generative prior from data

l

Current Status

Generative model in-distribution reward-adaptation to improve average behavior

7 N\

Generative

‘discover novel peptides with promaising anticancer activity’ e Wet lab
R
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Generative Modeling

Learn generative prior from data

l

Current Status

Generative model in-distribution reward-adaptation to improve average behavior

7\
‘discover novel peptides with promaising anticancer activity’ peneratve Wet lab
R

not about in-distribution samples or average behavior and with limited budget of experiments
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Generative Modeling

Learn generative prior from data

l

Current Status

Generative model in-distribution reward-adaptation to improve average behavior

This talk
s Generative Discovery A
Generation of rare and diverse structures, potentially far beyond available data and sample-efficiently
- J
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Generative Discovery

Generation of rare and diverse structures, potentially far beyond available data and sample-efficiently

w,

Part 1

Rare and Diverse
(zeneration

Which candidates matter?

Riccardo De Sant

Part 11

Out-of-Distribution Flow
Modeling

Which regions can we reach?

Generative Discovery Beyond the Data

Part 111

Sample-Efficient Discovery
via LLM Feedback

What feedback guides us there?

( LLM Teacher

Flow Student



This talk:

Generative Discovery Beyond the Data

~

_

Part 1

Rare and Diverse
(Generation

Which candidates matter?

~

Riccardo De Sant

Part 11

Out-of-Distribution Flow
Modeling

Which regions can we reach?

Generative Discovery Beyond the Data

Part 111

Sample-Efficient Discovery
via LLM Feedback

What feedback guides us there?

( LLM Teacher

Flow Student



Dittusion and Flow Modeling

noise
distribution

Generation via learned vector field

Sample noise Xy ~ p; — Follow learned vector field ub"c
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Dittusion and Flow Modeling

noise 1 PTE
distribution

Generation via learned vector field

Sample noise Xy ~ p; — Follow learned vector field ub"c
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Dittusion and Flow Modeling

noise
distribution

/\\ijre

X0 ~ Po

Generation via learned vector field

Sample noise Xy ~ p; — Follow learned vector field ub"c
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Dittusion and Flow Modeling

noise o
distribution Up

T~

X0 ~ Po

Generation via learned vector field

Sample noise Xy ~ p; — Follow learned vector field ub"c
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Dittusion and Flow Modeling

noise
distribution Uu

/\/\.

X0 ~ Po

pre

Generation via learned vector field

Sample noise Xy ~ p; — Follow learned vector field ub"c
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Dittusion and Flow Modeling

noise
distribution

/\LV\

X0 ~ Po

- — [— J— — — — = =

Generation via learned vector field

Sample noise Xy ~ p; — Follow learned vector field ub"c
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Dittusion and Flow Modeling

p’l"e
Xo ~ Po T

noise
distribution

- — [— — — — p— —_ =

Generation via learned vector field

Sample noise X, ~ pg — Follow learned policy e
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Generative Optimization via Flow Adaptation

noise
distribution

Flow Reward-Guided Adaptation

pre

T € argr;lax onpy f(2)] — oKL(pT [[p7 )

Riccardo De Santi Generative Discovery Beyond the Data



Generative Optimization via Flow Adaptation

noise
distribution T

Po

Closed form reward tilted distribution

* f(z)

T € argmax Egopr [f(2)] — aKL(pT || p1"°) j—> p1 (z) o< exp (T) -py ()
70

in-distribution density reweighing

Flow Reward-Guided Adaptation
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Generative Optimization via Flow Adaptation

noise
distribution ™
Po
Flow Reward-Guided Adaptation
pre

7" € argmax . f(x)] — oaKL(pT || p

T

1

)

Riccardo De Sant

FlowGRPO (RL, gradient-free)
Adjoint Matching (Control, gradient-based)
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I[s Expended Reward Maximization Good for Discovery?

43x~p7f [f (ZE)]

Flow Reward-Guided Fine-Tuning

S argmax  Egnpy [f(2)] - aKL(p | P77

Optimizes average sample quality
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Discovery Pipeline in Chemistry and Biology
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Discovery Pipeline in Chemistry and Biology

2.6 Million

Small Mclecules

Top 0.00...x % molecules
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Discovery Pipeline in Chemistry and Biology

| \

Average reward adaptation is often a
bad objective for discovery.

Top 0.00...x % molecules
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Risk-sensitivity for Quantitative Finance

A

VaR/, (pT)
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Risk-sensitivity for Quantitative Finance

Sugpeny

Y
Y R
£ -
-

Generative Discovery Beyond the Data
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Risk-sensitivity for Quantitative Finance

CVaR/,(p7) := Eunpr[f(2) | f(2) < VaR}(pT)]

Expected value of left (bottom) 3 quantile
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Risk-5ensitive Flow Steering tor Discovery

CVaR{ _3(p7)

VaR{_ 3 (r1)

Riccardo De Santi Generative Discovery Beyond the Data



Risk-5ensitive Flow Steering tor Discovery

CV&R{— 3 (r)

VaR{_ 5(P71)

Valid high-value rare events X (potential) discoveries
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Risk-5ensitive Flow Steering tor Discovery

CV&R{— 3 (r1)

VaR{_ 5(P71)

CVaR{_4(p]) := Epnpr[f(2) | f(x) > VaR{_,(p])

Expected value of right (top) 1 — 5 quantile
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Tail-Aware Flow Adaptation for Discovery

CVaR{_g(pT) = Kpnpr fla) | flz) 2 VaR{_B(p?)]

Expected value of top 1 — 5 quantile

—‘L_.f

VaR{_ 4 (p])

Tail-Aware Reward-Guided Flow Fine-Tuning
Prior regularization to
pre

T € arg;nax CV&Rl—B(pT) — oKL(pT || py ) T’ generate valid structures
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Tail-Aware Flow Adaptation for Discovery

CVaR{_g(pir) = Kpnpr fla) | flz) 2 VaR{_B(p?)]

Expected value of top 1 — 5 quantile

—‘L_.f

VaR{_ 3 (p1)

Tail-Aware Reward-Guided Flow Fine-Tuning

) Prior regularization to
70 TT re
T C arg;nax CVaRi_p(pT) — aKL(pT [ p7") T’ generate valid structures

CVaR is a non-linear functional. How to optimize?
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CVaR Fine-Tuning in One Step

Tail-Aware Reward-Guided Flow Fine-Tuning

n* € argmax CVaR;_g(p7) — oKL(pT || p]' ")
708
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CVaR Fine-Tuning in One Step

Tail-Aware Reward-Guided Flow Fine-Tuning

n* € argmax CVaR;_g(p7) — oKL(pT || p]' ")
708

1

CVaRi g(p7) = Itléiél {t - E Lz mopT (f(x) — t)+]} CVaR variational formulation
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CVaR Fine-Tuning in One Step

Tail-Aware Reward-Guided Flow Fine-Tuning

n* € argmax CVaR;_g(p7) — oKL(pT || p]' ")
T

1

CVaR,_g(p]) = It%ilél {t + 3 Comopr |[(f(T) — t)+]} CVaR variational formulation

First solve a scalar threshold problem:

[exp ( (f(x) —t)+ )} } 1-dim opt. problem

t* = arg min {t + alog & pre (e.g., GD / line-search)

teR
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CVaR Fine-Tuning in One Step

Tail-Aware Reward-Guided Flow Fine-Tuning

n* € argmax CVaR;_g(p7) — oKL(pT || p]' ")
708

, 1

CVaR,_g(p]) = min {t + 3 Comopr |[(f(T) — t)+]} CVaR variational formulation

First solve a scalar threshold problem:
. . ) (f(z)—1t)L 1-dim opt. problem
t" = arg ﬂ%lél {t + alog L mop? T [exp ( af3 )} } (e.g., GD / line-search)

Then fine-tune flow once:

() = ——— 7" c argmax Epopp [1(2)] — oKLG || pf)

70

~ 2 lines of code!
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CVak Flow Fine-Tuning tfor De Novo Molecular Design

GEOM-Drugs Node Features
 Paosition (C)

« Atom Type (D)

« Formal Charge (D)

g=(X,A,C,‘_JY3)

Edge Features
 Bond Type (D)

Flow over 3D molecular conformers
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CVak Flow Fine-Tuning tfor De Novo Molecular Design

GEOM-Drugs Node Features
 Paosition (C)
« Atom Type (D)

g = ('}( A C‘_l;;_) « Formal Charge (D)

Edge Features
 Bond Type (D)

Flow over 3D molecular conformers

Training time FT calls &[] CVaRg g|7] Validity SA score

Pre-trained 0 0 21.9::1.21 161.5 10.6 87.4%::0.12% 7.64::().()2
Adjoint M. T 1 29.8. 053 167.117 99 78.3%+1 019%  7.6640.02
TFFT ~T 1 2714229 18341158  85.7%+0.50% 7.70+0.04

Reward = Negative energy via GFN1-xTB, Validity = RDKit Sanitizer
Riccardo De Santi

Generative Discovery Beyond the Data

52



Top-Samples via CVaR Flow Fine-tuning: GEOM-Drugs

Pre-trained
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Top-Samples via CVaR Flow Fine-tuning: GEOM-Drugs

Pre-trained

Adjoint Matching
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Top-Samples via CVaR Flow Fine-tuning: GEOM-Drugs

Pre-trained

Adjoint Matching

TFFT ~3X

higher-rewards

Riccardo De Santi Generative Discovery Beyond the Data



How to Adapt a Flow to Cover Diverse Modes?

Key Hypothesis: protein generative models learn valid
low-probability modes often hidden under finite samples.
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Flow Density Control for Entropic Expansion

KL-regularized Entropic Expansion

m* ¢ argmax H(pT) — aKL(pT || p]"°)
Tr

|

Increases diversity

Avoid invalid regions
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Flow Density Control for Entropic Expansion

KL-regularized Entropic Expansion

m* ¢ argmax H(pT) — aKL(pT || p]"°)
Tr

|

Increases diversity

Avoid invalid regions

Entropy is a non-linear functional. How to optimize?

Riccardo De Santi Generative Discovery Beyond the Data



Flow Density Control (FDC)

H
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Flow Density Control (FDC)

H

Entropy First Variation (Surprise) . L
surprise as 1ntrinsic

OH (pT) reward function
L= — —log (p7
S == g (P1)
_ OHPT)
f < 5 T
P1
1
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Flow Density Control (FDC)

H

Entropy First Variation (Surprise) . L
surprise as 1ntrinsic

- O0H (p7) reward function

— = — log (p7
/ SpT g (p1)

OH(pT) l

Log likelihoods are hard to estimate!

(currently does not scale)
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Flow Density Control (FDC)

H

Entropy First Variation (Surprise) . L
surprise as 1ntrinsic

- O0H (p7) reward function

= = — log (p7
/ SpT g (p7)

OH(pT) l

Log likelihoods are hard to estimate!

(currently does not scale)

p1 l

We can fully bypass log-likelihood estimation!

Riccardo De Santi Generative Discovery Beyond the Data



Flow Density Control (FDC)

H

Entropy First Variation (Surprise) . L
surprise as 1ntrinsic

OH (pT) reward function
| = — = —log (p7
52?1 ( 1)
_ OH@T)
fo= 00
1
Closed-form Gradient of Surprise
™ V[ =—Vlog (pT)
P1
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Flow Density Control (FDC)

H

Entropy First Variation (Surprise) . L
surprise as 1ntrinsic

OH (pT) reward function
fi= 5y~ los (P1)
;. OH (pT)
g
Closed-form Gradient of Surprise
score neural
Vf — —Vlog (p?) ~ —SW(-, 1) E— approximator
T pPp
P1 (e.g., denoiser network)
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Flow Density Control (FDC)

H

Entropy First Variation (Surprise) . L
surprise as 1ntrinsic

OH (pT) reward function
= = — log (p7
f SpT g (p7)
;. OH (pT)
- op]
Closed-form Gradient of Surprise
score neural
- Vf=-—Vlog (p?) ~ —s" (‘, 1) —_— approximator
P1 l (e.g., denoiser network)

Can use any gradient-based reward-guided FT method.

Key: linearizing entropy leads to intrinsic reward f (i.e. surprise) for standard RL fine-tuning

Riccardo De Santi Generative Discovery Beyond the Data



Riccardo De Sant

Pre-trained generative model

0.0 0.2 0.4 0.6 0.8 1.0 1
Time pPRE

—- 0.03

- 0.05

- 0.04

ity

Dens

0.02

0.01

0.00

P(sample x in main mode) ~ 1

Generative Discovery Beyond the Data



Pre-trained generative model Expanded generative model

- 0.05 L 0.030
- 0.04 L 0.025
L 0.020
- 0.032 >
% FDC o.015§
a —_— 9
> 0.010
oot 0.005
0.0 0.2 0.4 0.6 0.8 1.0 1 | 000 0.0 0.2 0.4 0.6 0.8 1.®o 05 oo
Time pERE Time prPc
P(sample x in main mode) ~ 1 P(sample x in main mode) ~ 0.5
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FDC tor Molecule and Protein Design

GEOM-Drugs 0.9
Pl FDC achieves higher conformer diversity
% e of drug-like molecules
0.6 *+rrr—r—rrrrrrrrrre

480 490 500 510 520 530 540
Conformer Vendi

Riccardo De Santi Generative Discovery Beyond the Data



Flow Density Control for Distributional Fine-Tuning

Control of tail behavior is essential for discovery (e.g., diversity, tail-aware optimization)

noise
distribution

— - o - . . . -

How to represent new task? F How to preserve prior information? 7D

Distributional Generative Optimization

T € argmax F (pT) — aD(pT || p7")

Riccardo De Santi Generative Discovery Beyond the Data



Flow Density Control for Distributional Fine-Tuning

NON-LINEAR GO

APPLICATION FUNCTIONAL F /D LINEAR GO
CONVEX GENERAL
REWARD OPTIMIZATION [ 14, 55] Eympr [r(z)] v v v
2 Ty . n
M/é\IIFOLD EXPLORATION [12] H(p") == — E [logp(z)] X y /
EN. MODEL DE-BIASING z~p
CVaRj(p"™) = E [r(z)|r(z) < q5(p")] X v v
How to represent new task? RISK-AVERSE OPTIMIZATION AP
Egznpr[r(z)] — Var(p™) X X v
—_— NOVELTY-SEEKING OPTIMIZATION SQ53(p™) = ]Eﬂ[r(:z:) | (z) = q5(p"™)] X X v
s (LE.[2@e@T - )
OPTIMAL EXPERIMENT DESIGN z~pT X v v
s(-) € {logdet(-), _Tr(')—la —Amaz ()}
DIVERSE MODES DISCOVERY —E[Dgr(p™?|| IE p™"F)] X X v
LOG-BARRIER CONSTRAINED GENERATION Egnp=[r(z)] — Blog ({p™, c) — C) X v v
. KULLBACK-LEIBLER DIVERGENCE [14, 55] Dgr(p™ || p* re) = / ™(z) log prf “) dzx v v v/
How to preserve prior p (@)
. . RENYI DIVERGENCES || pPTe) = 1 pPre) =P d v
information? D 1177) Og/ ! X *
OPTIMAL TRANSPORT DISTANCES Wy (p™ || pp"‘e) — inf d(z,y)P ] X X v
YEL(p™,pP7¢) (Z,y)~Y
—_ D r( ) )
MAXIMUM MEAN DISCREPANCY MMDy (p™ || pP7¢) = ||ptpr — pprre||s p = E [k(z, )] X v v
TP

Riccardo De Santi Generative Discovery Beyond the Data



Flow Density Control: Theoretical Guarantees

Distributional Generative Optimization

T € argmax  F (pT) — aD(pT || p7"°)

Riccardo De Santi Generative Discovery Beyond the Data



Flow Density Control: Theoretical Guarantees

Distributional Generative Optimization

T € argmax | F (pT) — aD(pT || p7"°)

G(p7)

Riccardo De Santi Generative Discovery Beyond the Data



Flow Density Control: Theoretical Guarantees

Distributional Generative Optimization

T € argmax | F (pT) — aD(pT || p7"°)

.
/

-
1

|
\

( concave, idealized assumptions, /K iterations: general (e.g., non-concave) assumptions: )
L—1 pi = D1
G(}) — GpT) <~ Drcr (i [P - |
P1 stationary point of G.
L -relative smoothness, [ -relative strong convexity ) ’

N / (Asymptotic convergence via mirror flows)

(Finite-time convergence via Nesterov relative
smoothness and strong convexity framework)

Riccardo De Santi Generative Discovery Beyond the Data



4 Flow Density Control: Generative Optimization Beyond

Entropy-Regularized Fine-Tuning
[Riccardo De Santi, Marin Vlastelica, Ya-Ping Hsieh, Zebang Shen, Niao He, Andreas Krause]

Spotlight NeurIPS 2025

Efficient Tail-Aware Generative Optimization via

Flow Model Fine-Tuning
|Zifan Wang, Riccardo De Santi, Xiaoyu Mo, and Michael M. Zavlanos, Andreas Krause, Karl H. Johansson]

ICML 2026

at ICML 2025 BioGen Workshop

Provable Maximum Entropy Manifold Exploration via Diffusion Models
[Riccardo De Santi*, Marin Vlastelica®, Ya-Ping Hsieh, Zebang Shen, Niao He, Andreas Krause]

ICML 2025

\_
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4 Flow Density Control: Generative Optimization Beyond
Entropy-Regularized Fine-Tuning
[Riccardo De Santi, Marin Vlastelica, Ya-Ping Hsieh, Zebang Shen, Niao He, Andreas Krause]

Spotlight NeurIPS 2025 at ICML 2025 BioGen Workshop

Efficient Tail-Aware Generative Optimization via
Flow Model Fine-Tuning

|Zifan Wang, Riccardo De Santi, Xiaoyu Mo, and Michael M. Zavlanos, Andreas Krause, Karl H. Johansson]

ICML 2026

Provable Maximum Entropy Manifold Exploration via Diffusion Models
[Riccardo De Santi*, Marin Vlastelica®, Ya-Ping Hsieh, Zebang Shen, Niao He, Andreas Krause]

ICML 2025

\_
-

The Importance of Non-Markovianity in

Maximum State Entropy Exploration

[Mirco Mutti*, Riccardo De Santi*, and Marcello Restelli]

K Outstanding Paper Award at ICML 2022
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This talk:

Generative Discovery Beyond the Data

Part 1

Rare and Diverse
(zeneration

Which candidates matter?

Riccardo De Sant

/ Part 11 \

Out-of-Distribution Flow
Modeling

Which regions can we reach?

Generative Discovery Beyond the Data

Part 111

Sample-Efficient Discovery
via LLM Feedback

What feedback guides us there?

( LLM Teacher

Flow Student



~

Active Flow Expansion for Out-of-Distribution Discovery:
from Theory to Molecules

|[Riccardo De Santi, Bruce Lee, Cristian Perez Jensen, Kimon Protopapas, Sophia Tang, Cheng-Hao Liu,

Pranam Chatterjee, Yisong Yue, Andreas Krause]

NeurlPS 2026

\_ /
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The Dream: Discovery via Generative Optimization

valid design space § ‘ generable set of pre-trained gen. model Qpre

Discovery!
f Data D = {z;};,

!

Pre-trained generative model 7T

!

Adapt T to optimize [

Discovery problem

argmax f(x)
r € (2
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The Reality: Generative Optimization Limitation

valid design space § ‘ generable set of pre-trained gen. model Qpre

Generative models
generalize locally over
training data.

Discovery problem

argmax f(x)
r € (2
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The Reality: Generative Optimization Limitation

valid design space § ‘ generable set of pre-trained gen. model Qpre

Generative models
generalize locally over
training data.

Especially in natural sciences:

E.g., e Chemistry

Discovery problem ® Biology

® Physics
argmax f(x)

r € ()
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The Reality: Generative Optimization Limitation

valid design space § ‘ generable set of pre-trained gen. model Qpre

Sub-optimality gap!

f/_/

(2re C €2

Discovery problem

argmax f(x)
r € (2
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Generative discovery entails a new exploration problem

argmazx f(x)
xr € ()

2ore C )
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Generative discovery entails a new exploration problem

argmazx f(x)
r € ()
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Generative discovery entails a new exploration problem

argmazx f(x)
r € ()

classic optimization
(e.g., convex optimization)

f
(2

Riccardo De Santi Generative Discovery Beyond the Data



Generative discovery entails a new exploration problem

argmazx f(x)

xr € ()
classic optimization decision-making
(e.g., convex optimization) (e.g., bandits, BO, RL)

f f learned
() ()
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Generative discovery entails a new exploration problem

argmazx f(x)

r € ()
classic optimization decision-making generative discovery
(e.g., convex optimization) (e.g., bandits, BO, RL) (e.g., drug design)

f f learned f learned
Q Q Q learned
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Generative discovery entails a new exploration problem

argmazx f(x)

r € ()
classic optimization decision-making generative discovery
(e.g., convex optimization) (e.g., bandits, BO, RL) (e.g., drug design)

f f learned f learned
Q Q Q learned

Discovery requires the machine to expand its action space (i.e., learn what actions are possible)
\_ w,

Riccardo De Santi Generative Discovery Beyond the Data



Out-of-Distribution Flow Modeling

Valid design space
T N ={rxe X v(x)=1}

N
\
\
\
\
\
\
\

Q*

Unknown laws of nature

(e.g., chemistry, biology)

wo

L

noise
distribution

2 ~
Definition (Generable Set). Let (g inducing density p?. For

T > 0, we define its 7-level generable set as:

g::{xEX:pﬁ(x)zT}
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Generable Set vs Support

.:_____________________________________________________________________________________________________________________________________________________________ FIICII R II I Supp()rt Supp (p?)
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Generable Set vs Support

Riccardo De Sant

( )
. Definition (Generable Set). Let [tg inducing density pj. For
25 T > 0, we define its 7-level generable set as:
k Ti={xe X pl(x) > 71} )

................. support Supp(p?)

generable set ()7
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Generable Set vs Support

( )
. Definition (Generable Set). Let [tg inducing density pj. For
25 T > 0, we define its 7-level generable set as:
k Ti={xe X pl(x) > 71} )

................. support Supp(p?)

generable set ()7

-

-

generable set

__— region likely to be covered by a finite draw

T~ region where the generative model is reliable (e.g., sufficient validity signal)

V,

Riccardo De Sant
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Beyond DlStrlbUtlon Valid out-of-distribution region
Matching 0 = 0\

Valid design space
T N ={rxe X v(x)=1}

N
\
\
\
\
\
\
\

Q*

Unknown laws of nature
(e.g., chemistry, biology)

wo o

L

noise
distribution

Generable Set Expansion:

learn 6 s.t. 2 ~ Q0
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BeyOnd DlStrlbUtlon Valid out-of-distribution region
Matching 07— 0"\

Valid design space

T N ={rxe X v(x)=1}
Q*

Unknown laws of nature

(e.g., chemistry, biology)
Po

noise /
distribution
( )

Generable Set Expansion:

Requires acquiring information

l 0st Q) ~ QO
about (2™ beyond the data | carn s Sag )
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Generable Set Expansion for OOD Flow Modeling

Black-box noisy binary verifier feedback

-
| Ly ~ T
0 T
Agent Black-box verifier
"~
Po Yt € {07 1}

-
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Generable Set Expansion for OOD Flow Modeling

Black-box noisy binary verifier feedback

-
| Ly ~ T
0 T
Agent Black-box verifier
"~
Po Yt € {07 1}

-

Hpre _ (90 79'0
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Generable Set Expansion for OOD Flow Modeling

Black-box noisy binary verifier feedback

-
“\ Lt ~ T¢
. QF "
' Agent Black-box verifier
"~
Po Yt © {07 1}

Qpre _ (9() 79'0

Continual expansion via adaptation on valid frontier samples
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Generable Set Expansion for OOD Flow Modeling

Black-box noisy binary verifier feedback

T T
Ly ~ Ty
0 T
Agent Black-box verifier
"~
Po Yt € {07 1}

OPc = (9() — 04 ng C le

Continual expansion via adaptation on valid frontier samples
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Generable Set Expansion for OOD Flow Modeling

Black-box noisy binary verifier feedback

\ ‘\\ Lt ~ Tt
Agent Black-box verifier

"

pO Yt = {071}

OP'® = 0y — 601 — ng C le C

Continual expansion via adaptation on valid frontier samples
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Generable Set Expansion for OOD Flow Modeling

OF Black-box noisy binary verifier feedback

Ly ~ Ty
S 0* "
Agent Black-box verifier

"

pO Yt = {071}

O = Gy — 0 — - - 05, CQ5, C -+

Continual expansion via adaptation on valid frontier samples
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Generable Set Expansion for OOD Flow Modeling

T Black-box noisy binary verifier feedback
T T 62
‘ e Lt ~~ Tt
Agent Black-box verifier
"~
Po / Yt € {07 1}
re T T
P =60y — 01 — - — (g, €8y C -+ C

Continual expansion via adaptation on valid frontier samples
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Generable Set Expansion for OOD Flow Modeling

T 03 Black-box noisy binary verifier feedback
T T 0 \
/\90 5/2\91 " ° “\
. Ly ~ T
Agent Black-box verifier
"~
pO / Yt € {07 1}
re T T T
or'"" =0y -0, — - — 0 (g € Qy C--- CQy

Continual expansion via adaptation on valid frontier samples
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Generable Set Expansion for OOD Flow Modeling

Black-box noisy binary verifier feedback

Ly ~ Ty
7 ™
Agent Black-box verifier
"
Po / ye € 10,1}
O =0y — 01 — --- — O g, SOy C--- CQp

Continual expansion via adaptation on valid frontier samples
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Generable Set Expansion for OOD Flow Modeling

Black-box noisy binary verifier feedback

Ly ~ T
T
Agent Black-box verifier
"~
pO / Yt € {07 1}
!
pre _ ~ *
0 —90%91%“'%973 nggﬂglggQgTwﬂ

Continual expansion via adaptation on valid frontier samples
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How to self-generate frontier samples and avoid model collapse?

verifier uncertainty estimate on Z’

inference-time distribution

v v
Ti41 ~ Pp € argmax g [Ut (gbé (55))]

/ ! A

noised flow representation

Z, = ¢,(X)

next data point

generates data with high verifier (i.e., laws of nature) uncertainty
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How to self-generate frontier samples and avoid model collapse?

verifier uncertainty estimate on Z’

inference-time distribution

v v

Li+1 7 ﬁt c arg max £qu [O-t (¢§($))] — BKL (C] Hp%)

q
/ !
next data point \

noised flow representation current-model (i.e., prior)
Zt = ¢t (X) regularization
S S

generates data with high verifier (i.e., laws of nature) uncertainty, yet with sufficient validity prior
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How to self-generate frontier samples and avoid model collapse?

verifier uncertainty estimate on Z’

inference-time distribution

v v

Li+1 7 ﬁt c arg max £qu [O-t (¢§($))] — BKL (C] Hp%)

q
/ !
next data point \

noised flow representation current-model (i.e., prior)
Zt = ¢t (X) regularization
S S

generates data with high verifier (i.e., laws of nature) uncertainty, yet with sufficient validity prior

— highly informative frontier samples
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ActFlow: Active Flow Expansion

L1 7 ﬁt c arg IIlan ﬂqu [O-t (¢§($))] — BKL (q Hp%)
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ActFlow: Active Flow Expansion

Init: Initial flow model g, black-box verifier ¢, iterations T, Dy < ()

Fort=0,1,...,1 — 1:

Update surrogate uncertainty o; from D,

Self-generate:

L1 7 ﬁt c arg IIlan ﬂqu [O-t (¢§($))] — BKL (q Hp%)
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ActFlow: Active Flow Expansion

Init: Initial flow model g, black-box verifier ¢, iterations T, Dy < ()

Fort=0,1,...,1 — 1:

Update surrogate uncertainty o; from D,

Self-generate:

L1 7 ﬁt c arg IIlan ﬂqu [O-t (¢§($))] — BKL (q Hpﬁt)

Query verifier Yi11 < 0(Xa1)

Dit1 < Dy U{(Teg1,Yer1) )

011 < UPDATEFLOW(60;, Dy 1)

Return [ig .

Riccardo De Santi Generative Discovery Beyond the Data



Theoretical Guarantees for Out-of-Distribution Flow Modeling

Distribution matching Design space coverage

; (Our work) _ )
P1 =~ Pdata -_— Q@ ~ )

Discovery requires coverage guarantees, not only distributional fit.
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Theoretical Guarantees for Out-of-Distribution Flow Modeling

(" )
Theorem (Informal, generable representation set covers reachable set).

Fix € > 0 and an integer I > 1. Then, with

2
Q,
™~ €

By running ActFlow, it holds with probability at least 1 — 0 that after

T verified samples:

Rg_l(S()) g QT *
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Theoretical Guarantees for Out-of-Distribution Flow Modeling

(" )
Theorem (Informal, generable representation set covers reachable set).

Fix € > 0 and an integer I > 1. Then, with

2
Q,
™~ €

By running ActFlow, it holds with probability at least 1 — 0 that after

T verified samples:

Rf (Sp) € Q. ﬁ_’ generable representation set
\_
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Theoretical Guarantees for Out-of-Distribution Flow Modeling

(" )
Theorem (Informal, generable representation set covers reachable set).

Fix € > 0 and an integer I > 1. Then, with

2
Q,
™~ €

By running ActFlow, it holds with probability at least 1 — 0 that after

T verified samples:

Rf (Sp) € Q. ﬁ_’ generable representation set
\_

H-step reachable set given recursive application of one-step reachability operator over flow representation:
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Theoretical Guarantees for Out-of-Distribution Flow Modeling

(" )
Theorem (Informal, generable representation set covers reachable set).

Fix € > 0 and an integer I > 1. Then, with

2
M
T* > (OKYHT*
~ € )

By running ActFlow, it holds with probability at least 1 — 0 that after

T verified samples:

7Y maximum information gain

More complex validity laws (of nature)
require more verifier queries.

Rf (Sp) € Q. ﬁ_’ generable representation set
\_

H-step reachable set given recursive application of one-step reachability operator over flow representation:
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Theoretical Guarantees for Out-of-Distribution Flow Modeling

(" )
Theorem (Informal, generable representation set covers reachable set).

Fix € > 0 and an integer [ > 1. Then, with -
Takeaway ~N

2
T > Owlggl T ActFlow provides first-of-their-kind finite-
N ¢ sample coverage guarantees for out-of-

distribution generative modeling, under
By running ActFlow, it holds with probability at least 1 — 0 that after reachability assumptions.

T verified samples: \- y

Rg_l(S()) g QT *

Design space coverage

) ~ Q°

Reachability + Sufficient Verifier Queries —»
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ActFlow with Chemical and Biological Data

\
-

QM9 small EOM-Drugs

organic molecule drug-like molecule

.~~~ Peptide

Protein
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ActFlow for Small Organic and Drug-like Molecules

- 10014 ren .
b 300 - Pre Rec-F ActFlow
n 80 - e 75 -
o = >~
6 60 - < 280 - 2 50 A
vy e P W\, ©
QM9 small 2 40 ALNARITAY 6o S 5
organic molecule - I SEE—————. i e m s s oo 0
0 200 400 600 800 1000 0 200 400 600 800 1000 20 40 60 80 100
lteration lteration Number of Clusters
" 320 -
g 60 - = —
C 5 150 _ 300 | g{? ReC'F ACtFlOW
W — ™ ]
. -\ W “6 100 g -? 40 *Pre
" . - T
GEOM-Drugs @ > 280 = 90 -
: = >
drug-like molecule £ 5. 260 - NF
= 0 -
0 500 1000 1500 0 500 1000 1500 50 100 150
lteration lteration Number of Clusters
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ActFlow for Therapeutic Peptides and Protein Design

Therapeutic Peptide Design Protein Sequence Design
Method Coverage T Diversity 1 FID Validity (%) T CoverageT Diversity T FID Validity (%) 1
Pre 61.00+0.00 13.73+0.00 0.00+0.00 40.12+0.00 66.50+5.63 12.87+0.63 0.05+001 70.81+1.12
REC-NF 0.00+0.00 0.00+0.00 0.00+0.00 0.00 + 0.00 63.75+11.45 11.85+0.34 0.27+0.06 67.81 +3.11
REC-F 59.67 +17.97 13.62+4.3¢ 3.18+1.77 T71.16+5.22 4950+960 11.67+0.40 0.25+0.04 88.12+1.42

ACTFLOW 358.33 +95.45 58.87 +25.98 59.15+44.31 41.59+10.06 102.75+18.36 42.14+10.85 5.45+3.3¢ 83.74 +2.70

~ Rec-F , i ctriow
3 | .
> 80 \ / ActFlow allows to actively expand
= - Pre pre-trained biochemical flow and
~ diffusion models over OOD regions.
- .- 60 T T T T T k )
Protein 40 60 80 100 120

Number of clusters
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This talk:

Generative Discovery Beyond the Data

Part 1

Rare and Diverse
(zeneration

Which candidates matter?

Riccardo De Sant

Part 11

Out-of-Distribution Flow
Modeling

Which regions can we reach?

Generative Discovery Beyond the Data

~

"

Part 111 \

Sample-Efficient Discovery

via LLM Feedback

What feedback guides us there?

( LLM Teacher

Flow Student

/




Expansion for Discovery?

High-level discovery goal

‘generate peptides with promising anticancer activity’
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Expansion for Discovery?

High-level discovery goal

‘generate peptides with promising anticancer activity’

o ¢ o °
°
o o o
o : ® ~
e © ¢ ®
® o
® o
flow model Péo
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Expansion for Discovery?

High-level discovery goal

‘generate peptides with promising anticancer activity’

o ® o
o o /\
e ©
* . % . discovery
o © ® o region
°
e ., °
How model Poo X
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Goal-Directed Expansion for Discovery?

High-level discovery goal

‘generate peptides with promising anticancer activity’

? ?

AP o0

IR N
// RN i

flow model »  P% \ ' X

discovery
region

?

Very hard problem in high-dimensions!
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Sample-Efficient and Goal-Directed Expansion for Discovery?

T~ T

High-level discovery goal P
Flow $ Wet lab

‘generate peptides with promising anticancer activity’ ®

fla)+e

o 5 ,®

. o ..;vc?‘/ $\“$/v»

. N
® ° .. ® discovery
o © ° region
® o
®

flow model Po, X
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Sample-Efficient and Goal-Directed Expansion for Discovery?

T~ T

High-level discovery goal P
Flow $ Wet lab

‘generate peptides with promising anticancer activity’ ®

fla)+e

o 5 ,®

. -'...;v'?o/ $\“$/'

. N
® ° .. ® discovery
o © ° region
® o
®

flow model Po, X

Can we exploit existing scientific knowledge in frontier LLMs for efficient discovery?

Riccardo De Santi Generative Discovery Beyond the Data
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LLM-to-Flow Distillation: Teaching Natural Language Goals
to Scientific Generators

|[Riccardo De Santi*, Federico Di Gennaro™®, Angelo Gnazzo™, Sophia Tang, Pranam Chatterjee, Fanny

Yang, Ismail Ilkan Ceylan, Michael M. Bronstein, Andreas Krause]

ArXiv Preprint
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From Rewards to Natural-Language Goals

High-level discovery goal

‘generate peptides with promising anticancer activity’

Reward-guided fine-tuning

o DPO, Flow-GRPO, Adjoint
“x~p7T [’I” (aj )] Matching, DiffusionNFT etc.

\’

Natural-language goal fine-tuning

LFD (ours)
(first method)

‘generate peptides with '

promising anticancer activity’

LFD is (to our knowledge) the first method to adapt any scientific generator to natural-language goals

Riccardo De Santi Generative Discovery Beyond the Data



Natural-language discovery goal Discovery region

g = ’generate peptides with promising anticancer activity’ — —p Qg — {.CE c X : fg (x) — 1}
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Natural-language discovery goal Discovery region

g = ’generate peptides with promising anticancer activity’ — —p Qg — {.CE c X : fg (x) — 1}

Natural-language goal adaptation:

update 0y — 6 such that pp(2,) > pg,(24)
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Natural-language discovery goal Discovery region

g = ’generate peptides with promising anticancer activity’ — —p Qg — {.CC c X : fg (x) — 1}

- N LLM Teacher

Natural-language goal adaptation:

update 0y — 6 such that pp(2,) > pg,(24)
- / Flow Student

LLM-to-Flow Distillation: distill goal-related LLM scientific knowledge into a domain-specific generator.
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Natural-language discovery goal Discovery region

g = ‘generate peptides with promising anticancer activity’ ——p Qg = {x c X : fg ($) — 1}

LLM as JUDGE?

flow model

Riccardo De Santi Generative Discovery Beyond the Data



Natural-language discovery goal Discovery region

g = ‘generate peptides with promising anticancer activity’ ——p Qg = {x c X : fg ($) — 1}

O ( Xt) Observables

® SMILES (string)

® Rlng counts LLM as ]UDGE?
® Bond angles

® Atom types

flow model
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Natural-language discovery goal Discovery region

g = ‘generate peptides with promising anticancer activity’ ——p Qg = {x c X : fg ($) — 1}

LLM as JUDGE?

discovery
region

flow model P, X

All samples X; might be all excessively far from €2,

Riccardo De Santi Generative Discovery Beyond the Data



Natural-language discovery goal Discovery region

g = ‘generate peptides with promising anticancer activity’ ——p Qg = {x c X : fg ($) — 1}

ng

LLM as JUDGE?

‘X

F Yes

°
o
discovery
region
flow model Do A

go = ’'prefer peptides that possess a net positive charge’
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LLM-to-Flow Distillation (LFD)

Require: [lg,, goal g, observables O
g-1<49
For {=0,...,1 —1

Xy ={z;}1 ~ pg, observe O(Xy)
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LLM-to-Flow Distillation (LFD)

Require: [lg,, goal g, observables O
g-1<49
For {=0,...,1 —1
Xy ={z;}1 ~ pg, observe O(Xy)
gt < SETGOAL (g, g:+—1,O(X%))
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LLM-to-Flow Distillation (LFD)

Require: [lg,, goal g, observables O

g-1<49
For ¢t=0,...,17 —1
X, = {z, " . ~ X g )
¢ ={x; i ~ py, observe O(Xy) LLM-JUDGE:
9t < SETGOAL (g, g:_1, O(X}))
Foreach x; € X; set gt(mi) = { ) 7@}

D; <~ LLM-JUDGE (X¢,9t) —8 —»
Pe— {CI?z c Xy ft(%;) — _I_}a M — {33@ c Xt ét(mi) — _}

Dy={(z",27) " € P, 2~ € Ny}
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LLM-to-Flow Distillation (LFD)

Require: [lg,, goal g, observables O

g-1 <49
For ¢t=0,...,17 —1
X, = {z, " . ~ X g )
¢ ={x; i ~ py, observe O(Xy) LLM-JUDGE:
9t < SETGOAL (g, gs—1, O(Xy)) ¥
. c |
D; <~ LLM-JUDGE (Xt, 9t) —— roreach i & A st gt(%) - { : 7®}
Ot+1 < DPO (L (0, Dy)) Pr={z; € Xy : ly(w;) = +}, Ne=A{z; € Xy : l(z;) = —}
Ret
eturn M@T Dt — {(QE—I_,QE_) . .CU—|_ - Pt, r € A/t}
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LLM-to-Flow Distillation (LFD)

Require: [lg,, goal g, observables O

g—1<4g
For ¢t=0,...,17 —1
Y P L X g )
Xy ={z;}1 ~ pg, observe O(Xy) LLM-JUDGE:
gt + SETGOAL (g, gt—1, O(X4)) X et /
For each T, t £ (x; -9
D, ¢ LLMLJUDGE X, 00) oreach IT; & t S€ t(wz) = { ™y }
Oi+1 < DPO (L.(0:, Dy)) Pe=A{wi € Xy bo(wi) = +}, No ={mi € Xy : ly(21) = —}
Ret
eturn M@T Dt — {( +7£If_) . .CU—|_ - Pt, r € A/t}

Proposition: each LFD round is a KL-regularized step toward an implicit reward.

p} o< pg,elot/P = p; = argmax {Eqy[fy,] — BDxr(qllpo,)}
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LLM-to-Flow Distillation (LFD)

Require: [lg,, goal g, observables O

g—1<4g
For ¢t=0,...,17 —1
e X - )
Xy ={z;}1 ~ pg, observe O(Xy) LLM-JUDGE:
gt + SETGOAL (g, gt—1, O(X4)) X et /
For each T, t £ (x; -9
D, ¢ LLMLJUDGE X, 00) oreach IT; & t S€ t(wz) = { ™y }
Oi+1 < DPO (L.(0:, Dy)) Pe=A{wi € Xy bo(wi) = +}, No ={mi € Xy : ly(21) = —}
Ret
eturn M@T Dt — {( +7£If_) . .CU—|_ - Pt, r € A/t}

LFD = Iterative DPO on implicit LLM rewards
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LLM-to-Flow Distillation (LFD)

Require: [lg,, goal g, observables O
g-1<49
For {=0,...,1 —1
Xy ={z;}1 ~ pg, observe O(Xy)
9t < SETGOAL (g, gt—1, O(X1))
D; < LLM-JUDGE (X¢,¢9t) —m———o—»
0i+1 < DPO (L (0, D;))

Return (g

-
LLM-JUDGE:
Foreach x; € X; set {y(x;) € {+,—, T}
Pt — {ZCZ - Xt X ét(iﬁz) — —|—}, ./\/;5 — {ZE@ - Xt . ét(ZE@) — —}
D ={(z",27):zt € P, z~ € N;}
-

LFD requires only LLM API-access

— (Can use any closed frontier model
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From Rewards to Natural-Language Goals

Natural-language discovery goal Discovery region
g = ’‘generate peptides with promising anticancer activity’ — Qg — {Qj cX :f g (Qj) — 1}
®

discovery
region

flow model Py X
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From Rewards to Natural-Language Goals

Natural-language discovery goal Discovery region
g = ’‘generate peptides with promising anticancer activity’ — Qg — {Qj c X : fg (Qj) — 1}
ng
®

discovery
region

flow model Poo _\ X
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From Rewards to Natural-Language Goals

Natural-language discovery goal Discovery region
g = ’‘generate peptides with promising anticancer activity’ — Qg — {Qj c X : fg (Qj) — 1}
ng

discovery
region

flow model Poy . X
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From Rewards to Natural-Language Goals

Natural-language discovery goal Discovery region
g = ’‘generate peptides with promising anticancer activity’ — Qg — {Qj c X : fg (Qj) — 1}
ng
QQ1

discovery
region

flow model Poo yr X

Riccardo De Santi Generative Discovery Beyond the Data



From Rewards to Natural-Language Goals

Natural-language discovery goal Discovery region

g = ’generate peptides with promising anticancer activity’ — —p Qg — {x cX f g (w) — 1}

discovery ¢
region [/

flow model
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From Rewards to Natural-Language Goals

Natural-language discovery goal Discovery region

g = ’generate peptides with promising anticancer activity’ — —p Qg — {x cX f g (x) — 1}

discovery -
region [/

-

-

flow model Poo L X
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From Rewards to Natural-Language Goals

Natural-language discovery goal Discovery region
g = ’‘generate peptides with promising anticancer activity’  — Qg = {x cX :f g (x) — 1}
Qg() ' Q ! )
g1 0O
— 92 ’ Qg -----

discovery
region /
., N p93
_ Po, Do,
flow model Poo L X
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From Rewards to Natural-Language Goals

Natural-language discovery goal Discovery region

g = ’generate peptides with promising anticancer activity’ — —p Qg — {x cX f g (x) — 1}

OOD design

discovery -
region [/

-

-

pﬂ; peé\ - Pos

flow model Poo A
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LED for Peptide Design

GOAL 1: Generate peptides with promising anticancer activity
while maintaining low toxicity toward healthy cells.
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LED for Peptide Design

GOAL 1: Generate peptides with promising anticancer activity
while maintaining low toxicity toward healthy cells.

GOAL 2: Generate peptides with promising mammalian-cell-penetrating activity
while minimizing toxicity to mammalian cells.
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LED for Peptide Design

GOAL 1: Generate peptides with promising anticancer activity
while maintaining low toxicity toward healthy cells.

GOAL 2: Generate peptides with promising mammalian-cell-penetrating activity
while minimizing toxicity to mammalian cells.

Therapeutic Peptides (CPP) Therapeutic Peptides (Anti-Cancer)

pLM4CPPs  HemoPI2 Distance AntiCP2-alt. HemoPI2 Distance
Method (%) T (%) 1 from prior 1 (%) T (%) | from prior 1
Pre-trained 8.81+320 40.84+1.98 0.06 +0.04 2643 +2.91 40.85+ 1.89 0.00 +0.00
DPO 10.39 =319 4049 +1.02 0.07 £0.04 2529+310 42.77+1.81 0.08 £ 0.04
DIFFUSIONNFET 57.04 +6.22 38.87 +1.62 0.29 + 0.03 33.26 +2.76  45.61 4 2.39 0.16 + 0.03
GUIDANCE 849330 43.45+1.85 0.06 +£0.04 3594 +233 47.25+181 0.29 +0.03
LFD 69.06 -6.36 37.02 +1.69 0.34 1 0.03 5354+ 332 4248 1 2.04 0.31 +0.03

LFD surpasses state-of-the-art reward-guided methods on held-out evaluation.

INSIGHT: LFD can align domain-specific scientific generators to high-level, natural-language
discovery goals, without utilizing any proxy reward.
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LED for Peptide Design: Interpretability

GOAL 1: Generate peptides with promising anticancer activity
while maintaining low toxicity toward healthy cells.
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LED for Peptide Design: Interpretability

GOAL 1: Generate peptides with promising anticancer activity
while maintaining low toxicity toward healthy cells.

Riccardo De Sant

(Sub-goal Jo: initial relaxation

‘Prefer peptides that possess
a net positive charge’

\.

J/

—

(Sub-goal g1: first tightening

‘Prefer peplides thal possess
a nel positive charge and
hydrophobic residues.’

\.

J

—

(Sub-goal G2 second tightening

)

‘Prefer peptides that possess
a net posilive charge,
hydrophobic residues, and
aromatic interfacial anchors.’

J

LFD generates sub-goals interpretable by scientists.
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LED for Peptide Design: Interpretability

GOAL 1: Generate peptides with promising anticancer activity
while maintaining low toxicity toward healthy cells.

(Sub-goal Jo: initial relaxation ) (Sub-goal g1: first tightening ) (Sub-goal g2 second tightening )

D o mvmmndidme 1hot mmeome ‘’refer peptides thal possess
‘Prefer peptides that possess % Prefer peplides thal possess ) I e(f en 1? t'p tzf{e; _tll_glt_ ? Q_b's“b
CJET PEPTUECs LAt POSsess a net posttive charge and b EL POSLILUE CRATYE,

a net positive charge’ : - : hudrophobic residues, and
f g hydrophobic residues.’ JUTOPI 500 ’ :
aromatic interfacial anchors.

\. J \. J/ \. Y

LFD generates sub-goals interpretable by scientists.

LLM interpretable traces

Peptide (—/—):
MLEGRWPDEOQKAKNHELMNYNFMLIVEVLIEFNLSFQSSNL

Charge index = —2.1; hvdrcphobicity = 47.4%; . o
lower—-third non-hemolysis band. INSIGHT: LFD generates scientist-interpretable sub-goals and
LLM rationale: Violates the operative goal decision-making traces, allowing human scientists to understand

(gs) by possessing a prclonged, ccntiguous

e e it (e and steer the discovery process.

LLM uncertainty: 1In vitro hemolyvtic
threshold and aggregation state 1n
physiological buffer.
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LFD Surpasses Reward-Adaptation in Molecular Design Tasks

GOAL 3: Generate promising drug-like small molecules for binding the dopamine
D2 receptor, balancing plausible receptor recognition with moderate lipophilicity
and chemically viable structures.
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LFD Surpasses Reward-Adaptation in Molecular Design Tasks

GOAL 3: Generate promising drug-like small molecules for binding the dopamine
D2 receptor, balancing plausible receptor recognition with moderate lipophilicity
and chemically viable structures.

LFD does not observe any docking proxy!
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LFD Surpasses Reward-Adaptation in Molecular Design Tasks

Riccardo De Sant

GOAL 3: Generate promising drug-like small molecules for binding the dopamine
D2 receptor, balancing plausible receptor recognition with moderate lipophilicity
and chemically viable structures.

Small Molecules (D2 Receptor)

Method GNINA 7 Vina | rDock |

Pre-trained 6.11 Lo.33 =7.52+039 -7.64+£1.33
DPO 5.60+0.05 —6.81+0.08 =8.11+0.36
FLoOw-GRPO 6.32+0.06 =7.83+0.09 =8.15+0.27
DIFFUSIONNET 6.23+0.07 =7.90+0.23 -939+0.26
GUIDANCE 6.29+0.07 -7.65+021 -792+0.25
LFD 6.54 L0090 -848+0.16 -9.89_-0.38

LFD outperforms reward-guided baselines on
diverse held-out docking scores.

P.‘

Docking Score: 8.00

LFD-generated molecule docks to
D2 dopamine receptor

( 98Y Validity

89.5% Conformer Quality)
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LED for Molecular Design: Complex Constraints + OOD Generation

GOAL 5: Generate neutral, connected small molecules for a kinase-focused
discovery campaign that contain a six-membered aza-aromatic ring bearing a
free primary amino group on a ring carbon adjacent to a pyridine-like ring
nitrogen, and a distinct fully saturated ring containing a free secondary amine.
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LED for Molecular Design: Complex Constraints + OOD Generation

GOAL 5: Generate neutral, connected small molecules for a kinase-focused
discovery campaign that contain a six-membered aza-aromatic ring bearing a
free primary amino group on a ring carbon adjacent to a pyridine-like ring
nitrogen, and a distinct fully saturated ring containing a free secondary amine.

~

Pretrained FlowMol3 never
generated a molecule with
all the required motifs in

38.500+ samples.
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LED for Molecular Design: Complex Constraints + OOD Generation

GOAL 5: Generate neutral, connected small molecules for a kinase-focused
discovery campaign that contain a six-membered aza-aromatic ring bearing a
free primary amino group on a ring carbon adjacent to a pyridine-like ring
nitrogen, and a distinct fully saturated ring containing a free secondary amine.

Pretrained FlowMol3 never
generated a molecule with
all the required motifs in
38.500+ samples.

!

Desired structure is out of
prior model’s generable set
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LED for Molecular Design: Complex Constraints + OOD Generation

GOAL 5: Generate neutral, connected small molecules for a kinase-focused
discovery campaign that contain a six-membered aza-aromatic ring bearing a
free primary amino group on a ring carbon adjacent to a pyridine-like ring
nitrogen, and a distinct fully saturated ring containing a free secondary amine.

rimary amino grou
1 Y SO six-membered aza-
on a ring carbon
aromatic ring

D W

i el ot | . LED findsakiting ‘
— o )
all the required motifs in 512-sample batch at B2 B Ae
38.500+ samples. ) round 6. > \‘ . ao

d
/\ distinct fully

saturated ring

INSIGHT: Through its adaptive LLM-generated sub-goal curriculum, LFD can adapt flow
models to OOD discovery goals where state-of-the-art reward-guided methods might fail.
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Generative Discovery

Generation of rare and diverse structures, potentially far beyond available data and sample-efficiently

w,

\_
|
Part 1

Rare and Diverse
(Generation

Which candidates matter?

|

Part 11

Out-of-Distribution Flow
Modeling

Which regions can we reach?

P o
/) AN —
@ \‘( \7
] (“3 >
4 L 4
Q@ (A =§\7
) ‘((‘) A\ Y

&
-
C 2

|

Part 111

Sample-Efficient Discovery
via LLM Feedback

What feedback guides us there?

( LLM Teacher

Flow Student
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Generative Discovery

Generation of rare and diverse structures, potentially far beyond available data and sample-efficiently

J

\_
|
Part 1

Rare and Diverse
(Generation

Which candidates matter?

— FDC

|

Part 11

Out-of-Distribution Flow
Modeling

Which regions can we reach?

—> ActFlow

|

Part 111

Sample-Efficient Discovery
via LLM Feedback

What feedback guides us there?

( LLM Teacher

Flow Student

— LEFD
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